MCSE-003
Q.1
Explain each of the following w.r.t. the discipline of A.I.:

(i) AI Problem

A.
Artificial Intelligence (AI) is the study of techniques for solving exponentially hard problems in polynomial time exploiting knowledge about the problem domain. AI as the study of techniques that exploit appropriate knowledge to solve hard problems in polynomial time. The role of appropriate knowledge in reducing time complexity of a solution cannot be overemphasized. 
The following simple example supports this claim abundantly: 
Ms X is to meet Ms Y at her residence. 
Initially, let us assume that Ms X knows only that Ms Y lives in Delhi and knows nothing else about Ms Y’s residence. 
A step-by-step or algorithmic solution to the problem may be to search the residential places, one by one, in some order, in Delhi and to stop when Ms. Y’s place is located. The complexity of the algorithm, on the average, is undoubtedly very large. However, if X further knows that Y lives in some particular colony say Hauz Khas in Delhi, and then search is substantially reduced by searching residential places only within Hauz Khas. 

Further, if Ms X also knows the house number in Hauz Khas, then there is hardly any search required and X can directly reach Y’s residence. Next, consider just opposite situation so far as availability of knowledge is concerned. Let us X even do not know that Y lives in Delhi. Guessing the plight of X when she, if follows a step-by-step method, is required to search, possibly all over the world, for the residence of Y. 

The importance of (relevant) knowledge in solving difficult problems was recognised by the pioneers in the very early stages in the development of A.I. The major portion of A.I. is constituted of discussion of various issues about knowledge: methods for acquisition of knowledge, for representation of knowledge, for organisation of knowledge, for manipulation of knowledge, for maintenance of knowledge and for restricting search of the problem domain by exploiting the knowledge of the domain.

(ii) Combinatorial problem

A.
Combinatorics is a branch of pure mathematics concerning the study of the enumeration of discrete, finite sets. It is related to many other areas of mathematics, such as algebra, probability theory, as well as to applied subjects in computer science and statistical physics. Aspects of combinatorics include "counting" the objects satisfying certain criteria (enumerative combinatorics), deciding when the criteria can be met, and constructing and analyzing objects meeting the criteria (as in combinatorial designs and matroid theory), finding "largest", "smallest", or "optimal" objects (extremal combinatorics and combinatorial optimization), and finding algebraic structures these objects may have (algebraic combinatorics).

Combinatorics is as much about problem solving as theory building, though it has developed powerful theoretical methods, especially since the later twentieth century. One of the oldest and most accessible parts of combinatorics is graph theory, which also has numerous natural connections to other areas. Combinatorics is used frequently in computer science to obtain estimates on the number of elements of certain sets.
Many procedure were identified for combinatorics problem. One of the procedure is
This  procedure is exposed in order to determine the solution of a combinatorial problem. The data of the problem are a natural N and a positive real Δ. The solution of the problem are N positive real such that the succession of the 2N1 sums, each defined by possessing like addends the elements of one of the as many combinations of the N numbers, it can increasingly be ordered turning out that the 2N2 successive increments are all equal to Δ.
The OR-Library, is a collection of several combinatorial optimization test problems (including integer programming, scheduling problems, set covering problems.
(iii) Understanding

A.
There must be some basic mechanisms behind intelligent behaviour and some important attributes/characterises of intelligence. 

Understanding is the most important characteristic of intelligence. Understanding is possible by capturing the total essence of the phenomenon of intelligence in humans through a definition is almost impossible, as is noted by one of the leaders of A.I viz. Patrick Winston of Massachusetts Institute of Technology (MIT), when he states “defining intelligence usually takes a semester-long struggle. However, there are some characteristics of intelligence which are readily acceptable, some others acceptable after some thinking and still others that may be controversial. Enumeration of these characteristics here is essential because as A.I. technologists, study various techniques that help us in incorporating these characteristics, through computer programs, into machines, which attempts to make intelligent 
The following as essential abilities for understanding 
• to respond to situations very flexibly; 

• to take advantage of fortuitous circumstances; 

• to make sense out of ambiguous or contradictory messages; to recognize the relative importance of different elements of situation; 

• to find similarities between situations despite differences which may separate them; 

• to draw distinctions between situations despite similarities which may link them; 

• to synthesize new concepts by taking old concepts and putting them together in new ways; 

• to come up with ideas which are novel. 

• Have mental attitudes (beliefs, desires and intentions) 

• Learn (ability to acquire new knowledge) 

• Solve problems, including the ability to break complex problems into simpler parts. 

• Understand, including the ability to make sense out of ambiguous or contradictory information. 

• Plan and predict the consequence of contemplated actions, including the ability to compare and evaluate alternatives. 

• Know the limits of its (own) knowledge and abilities. 

• Draw distinctions between situations despite similarities. 

• Be original, synthesize new concepts and ideas, and acquire and employ analogies. 

• Generalize (find a common underlying pattern in superficially distinct situations) 

• Perceive and model the external world 

• Understand and use language and related symbolic tools. 

• Awareness (consciousness) 

• Aesthetic appreciation (art, music) 

• Emotion (anger, sorrow, pain, pleasure, love, hate) 

(iv) Learning 

A.
A truly intelligent system must be able to learn from its environment. In the case of an expert system this will by interaction with the user. How smart is a program that asks the same question twice going to look? 

Several systems that learn have been implemented. Perhaps one of the most successful is the system that learns decision trees.

Systems that learn form example are presented with a sequence of examples marked as either positive or negative. Each time they are unable to explain the example they modify their current hypothesis. 

AI is a way for computers to attempt to mimic human intelligence. This page will discuss three ways an AI learns. One way is through failure-driven learning. The second is learning by being told. And the third is learning by exploration.

Failure-driven learning is based on creating a program that will learn by making mistakes and then finding a solution so that mistake doesn't happen again. This is similar to the way humans learn. 
The above animation shows a graphical representation of a program that has to put the "a" block on top of the "b" block. At first the program can't because the "c" block is on top of the "a" block. The program now has to figure a solution to why it can't lift the "a" block. It devises a solution to move the "c" block off the "a" block. Once the "c" has been moved, it can now place the "a" block on top of the "b" block and its objective is completed. 

sample code to do this would be: 

(in the examples below x is block "a", y is block "b", and z is block "c" or any block that is on top 
of the block being moved) 
	original code:
	(to-do ?task (achieve (on ?x ?y))
       (move ?x ?y))

	program-altered code:
	(to-do ?task (achieve (on ?x ?y))
        (prog (for-each ?z (on ?z ?x)
                        (get-rid-of ?z))
                 (move ?x ?y)))



The "program-altered code" is code that the program created so it could remove any blocks on top of the block that it was originally supposed to move. 

The problem with the above example is that the program can not necessarily know why it can't lift block "a." It could just have another box on top of it, be glued to the ground, or both. It would need some way of determining the physical situation of block "a." This would fall into the are of induction (not discussed here). 

Learning by being told is another area of AI learning. It's simply interaction of a teacher (human) and the AI student. The teacher is there to teach the AI how to do things in the real world. Because the teacher has a grasp on the real world situation, it virtually elimates the need for induction by the AI. The only problem is communication between the teacher and the AI. Preferably the teacher would want to teach in english, but the AI doesn't understand english. There isn't a sufficient english to code translator around. 
(v) Uncertainty

A.
Suppose the developer  want to write down rules about medical diagnosis:

Diagnostic rules:  A x has(x,sorethroat) ( has(x, cold)

Causal rules:       A x has(x,cold) ( has(x, sorethroat)

Clearly, this isn’t right:

Diagnostic case: 

· we may not know exactly which collections of symptoms or tests allow us to infer a diagnosis (qualification problem)
· even if we did we may not have that information

· even if we do, how do we know it is correct?

Causal rules:

· Symptoms don’t usually appear guaranteed; note logical case would use contrapositive

· There are lots of causes for symptoms; if we miss one we might get an incorrect inference

· How do we reason backwards?

There are many problems were sentences and propositions were either a true or a false . Once variables was assigned values,  They are certain about the truth value of a sentence. This is not always true, however, in many real applications.

With First Order Logic a mechanism for representing truefacts and for reasoning to new truefacts. The emphasis on truth is sensible in some domains. But in many domain it is not sufficient to deal only with true facts. 

E.g., Don’t know for certain what the traffic will be like on a trip to the airport. 

But how to do gamble rationally? 

· Arrive at the airport at 9pm on a week night we could “safely”leave for the airport ½hour before.

· Some probability of the trip taking longer, but the probability is low.

· If we must arrive at the airport at 4:30pm on Friday we most likely need 1 hour or more to get to the airport.

· Relatively high probability of it taking 1.5 hours. 

To act rationally under uncertainty we must be able to evaluate how likely certain things are. With FOL a fact F is only useful if it is known to be true or false. But we need to be able to evaluate how likely it is that F is true. By weighing likelihoods of events (probabilities) we can develop mechanisms for acting rationally under uncertainty. 

Consider the following example from the area of medical diagnosis:

Symptom(p, Toothache) ) Disease(p,Cavity)

Although this rule might sound reasonable, it is often wrong. There are many reasons why this sentence is wrong:

Laziness: It takes too much work to list the complete list of consequences, e.g., 
Symptom(p, Toothache) ) Disease(p,Cavity) _ Disease(p,GumDisease) _ Disease(p,Abscess)

Ignorance: Perhaps medical science has no complete theory for the domain. Or have not run all

the necessary tests so as to apply medical science.
Probability provides a way of summarizing the uncertainty that comes from our laziness and ignorance, e.g.,
there is an 80% chance that a patient has a cavity if patient has toothache.
How can come up with probabilities that represent real events and their dependencies? Typically,

there are two sources of information:
• Statistical data, e.g., after testing 1000 patients with toothache, 800 of them had a cavity
• From general rules, e.g., by construction there is a 1

32 probability to roll 6 & 6 with dice.

Note that still deal with problems were sentences are either true or false in reality. In probability theory, however, our degree of belief about a sentence varies between 0 and 1.
We can classify all probabilities either as prior (unconditional) or posterior (conditional) probabilities.
The difference between them is that the latter are calculated after acquiring evidence.

(vi) The Turning Test

A.
The Turing test is an ideal version of a behavioural test for intelligence first offered by the British mathematician and one of the founders of AI, Alan Turing.
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Experimenter is seated at a terminal connected to another human being or the control and to a computer. The objective is to decide which is which by asking suitable questions of each. Both will do all they can to fool the experimenter. For example, the computer might pretend to be bad at arithmetic. If you are unable to separate man from machine then according to TURING, the computer is intelligent. However, meant to take the TURING TEST too literally. As it is really another way of saying that intelligence is judged on the basis of behaviour.

The computer scientist Alan Turing proposed a practical test that would replace the question, `Can a machine think?'. 
Turing's paper includes a sample conversation between an interrogator and a human, covering a range of topics, including arithmetic and poetry. After reading this dialogue, it is impossible to imagine that the participants are not intelligent. It is also clear that no existing system is even close to being able to pass the test. However, now have a de_nite goal to aim at. So, after Turing, AI is aiming at achieving particular performances, and leaving the question of whether they can be called intelligent to the philosophers.
Q.2
Write 3 LISP programs to:

(i) Count the number of atoms in a list.
A.
(defun only-atoms (listx)
(cond ((null listx) t)
((atom listx) 2)
((atom (first listx)) (only-atoms (rest listx)))
(nil (+ 1 (only-atoms (first listx))
(only-atoms (rest listx))))))
(ii) Find the factorial of a given number.

A.
(defun factorial (n)

  (cond ((zerop n) 1)

        (t (* n (factorial (1- n))))))

(iii) Reverse the top-level elements, elements in the inner lists of a given list.

A.
(defun reverse1 (l)

(cond ((null l) nil)

(t (append (reverse1 (cdr l)) (list (car l))))))

Q.3
Discuss the state space representation for the following well-known problems:

(i) Travelling Salesman problem

A.
A salesman has a list of cities, each of which he must visit exactly once. 


There are direct roads between each pair of cities on the list.  Find the route that the salesman should follow for the shortest trip that both starts and finishes at any one of the cities.
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Representing Travelling salesman problem as state-space problem.

Given n cities, (n-1) choices for 1st stop, (n-2) choices for next stop, etc. 

(Assume don't, or not allowed, visit same city twice.) 

(n-1)! paths 

With many cities or nodes this soon becomes intractable
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(ii) Water-Jug Problem

A.

	Sl No
	Current state
	Next State
	Descritpion

	1
	(x,y) if x < 4
	(4,y)
	Fill the 4 gallon jug

	2
	(x,y) if y <3
	(x,3)
	Fill the 3 gallon jug

	3
	(x,y) if x > 0
	(x-d, y)
	Pour some water out of the 4 gallon jug

	4
	(x,y) if y > 0
	(x, y-d)
	Pour some water out of the 3-gallon jug

	5
	(x,y) if x>0
	(0, y)
	Empty the 4 gallon jug

	6
	(x,y) if y >0
	(x,0)
	Empty the 3 gallon jug on the ground

	7
	(x,y) if x+y >= 4 and y >0
	(4, y-(4-x))
	 Pour water from the 3 –gallon jug into the 4 –gallon jug until the 4-gallon jug is full

	8
	(x, y) if x+y >= 3 and x>0
	(x-(3-y), 3)
	Pour water from the 4-gallon jug into the 3-gallon jug until the 3-gallon jug is full

	9
	(x, y) if x+y <=4 and y>0
	(x+y, 0)
	Pour all the water from the 3-gallon jug into the 4-gallon jug

	10
	(x, y) if x+y <= 3 and x>0
	(0, x+y)
	Pour all the water from the 4-gallon jug into the 3-gallon jug

	11
	(0,2)
	(2,0)
	Pour the 2 gallons from 3-gallon jug into the 4-gallon jug

	12
	(2,y)
	(0,y)
	Empty the 2 gallons in the 4-gallon jug on the ground


(iii) Human Cannibal River-Crossing Problem.

A. Three missionaries and three cannibals come to a river. A rowboat that seats two is available. If the cannibals ever outnumber the missionaries on either bank of the river, the missionaries will be eaten. How shall they cross the river?'' 
Obviously the puzzler is expected to devise a strategy of rowing the boat back and forth that gets them all across and avoids the disaster. 
Amarel  considered several representations of the problem and discussed criteria whereby the following representation is preferred for purposes of AI, because it leads to the smallest state space that must be explored to find the solution. A state is a triple comprising the numbers of missionaries, cannibals and boats on the starting bank of the river. The initial state is 331, the desired final state is 000, and one solution is given by the sequence 
(331,220,321,300,311,110,221,020,031,010,021,000). 
The boat is a rowboat. (Or the boat is a motorboat). This elaboration by itself should not affect the reasoning. By default, a tool is usable. Later elaborations make use of specific properties of rowboats.
•
There are four missionaries and four cannibals. The problem is now unsolvable.

• 
There is an oar on each bank. One person can cross in the boat with just one oar, but two oars are needed if the boat is to carry two people.

• 
One of the missionaries is Jesus Christ. Four can cross. Here we are using cultural literacy. However, a human will not have had to have read Mark 6: 48–49 to have heard of Jesus walking on water.

• 
Three missionaries with a lone cannibal can convert him into a missionary.
Since the order in which people are listed is of no significance, three missionaries and one cannibal can also be represented as 'CMMM' , 'MCMM' , etc. Should we leave this freedom of representation or is it better to fix a definite order? The latter is clearly preferable. We should anticipate the use of our Refal representations in patterns. With an arbitrary order of symbols, we shall use the pattern e1'M'e2 to determine whether there are missionaries on a given bank. This pattern includes an open e-variable which means a scan of the expression. If we agree to list missionaries before cannibals, the same can be done with the simpler pattern 'M'e1 . To find out whether there is at least one cannibal we use e1'C' , and to find out whether both kinds of humans are there, 'M'e1'C'
We now turn to the set of possible moves. A move is a crossing of the river in a boat. Since the boat can take no more than two people, and cannot go by itself, there are five possible moves which we will represent by their sequential numbers in the following table: 
	  Move  
	The boat takes: 

	1 
	two missionaries 

	2 
	two cannibals 

	3 
	a missionary and a cannibal 

	4 
	a missionary 

	5 
	a cannibal 


Not all moves are physically possible in every state. For instance, if the boat is on the left bank and there is only one missionary on this bank, then move 1 is impossible. But even if a move is possible, we must still check that it is admissible, i.e., does not result in manslaughter. Since a move is a transformation of the current state, we define
The output is: 

  The initial state:              L (MMMCCC)()

  CC crossing to  R  bank:  state R (MMMC)(CC)

  C  crossing to  L  bank:  state L (MMMCC)(C)

  CC crossing to  R  bank:  state R (MMM)(CCC)

  C  crossing to  L  bank:  state L (MMMC)(CC)

  MM crossing to  R  bank:  state R (MC)(MMCC)

  MC crossing to  L  bank:  state L (MMCC)(MC)

  MM crossing to  R  bank:  state R (CC)(MMMC)

  C  crossing to  L  bank:  state L (CCC)(MMM)

  CC crossing to  R  bank:  state R (C)(MMMCC)

  M  crossing to  L  bank:  state L (MC)(MMCC)

Q.4

Describe what ‘Physical Symbol Hypothesis’ is. Further, critically examine its validity, relevance and significance.
Ans.
A physical symbol system "consists of a set of entities, called symbols, which are physical patterns that can occur as components of another type of entity called an expression (or symbol structure). Thus, a symbol structure is composed of a number of instances (or tokens) of symbols related in some physical way (such as one token being next to another). At any instant of time the system will contain a collection of these symbol structures. Besides these structures, the system also contains a collection of processes that operate on expressions to produce other expressions: processes of creation, modification, reproduction and destruction. A physical symbol system is a machine that produces through time an evolving collection of symbol structures. Such a system exists in a world of objects wider than just these symbolic expressions themselves."

"Two notions are central to this structure of expressions, symbols, and objects: designation and interpretation."
"Designation. An expression designates an object if, given the expression, the system can either affect the object itself or behave in ways dependent on the object. ... In either case, access to the object via the expression has been obtained, which is the essence of designation."
"Interpretation. The system can interpret an expression if the expression designates a process and if, given the expression, the system can carry out the process. ...Interpretation implies a special form of dependent action: given an expression the system can perform the indicated process, which is to say, it can evoke and execute its own processes from expressions that designate them."

"Additional requirements involve completeness and closure. (1) A symbol may be used to designate any expression whatsoever. That is, given a symbol, it is not prescribed a priori what expressions it can designate. This arbitrariness pertains only to symbols; the symbol tokens and their mutual relations determine what object is designated by a complex expression. (2) There exist expressions that designate every process of which the machine is capable. (3) There exist processes for creating any expression and for modifying any expression in arbitrary ways. (4) Expressions are stable; once created they will continue to exist until explicitly modified or deleted. (5) The number of expressions that the system can hold is essentially unbounded."
A physical symbol system defined as above is in the class of computational models defined by a Turing Machine. That is, it has a finite set of symbols which can be composed to form a potentially infinite set of expressions. And, at any point in time the system contains a collection of such symbol structures (cf. the contents of the tape). Further, this collection of symbol structures can be modified over time (cf. the rewriting of the tape).
     However, Newell and Simon emphasize two additional ideas; those of designation and interpretation. Both of these notions are further specifications on the role that symbol structures or expressions play within a symbol system. Designation is the idea that expressions can refer to something else. That is, a symbol is just a symbol is just a symbol is just a symbol...alla Gertrude Stein unless there is some sense in which the symbol serves the function of reference. This is needed because the concern is not simply with a device that computes, but rather with a device that behaves with reference to a world that is external to itself. A symbolic expression designates some object if the system's behavior with respect to this outer world is dependent on the object which is referenced. Intuitively, the idea is that intelligent action is realized in relation to some external world. Thus, to reason about how to act in this world requires that the system of symbol structures in some sense represent aspects of this external world.

Interpretation is a further extension of this idea of the representational power of symbol structures. Here the idea is that a symbol structure or expression can in fact refer to a computational process that the system can interpret and carry out. This idea is familiar to us in the guise of a computer program. Viewed statically, a computer program is just a collection of expressions. But, if it is a valid program, then this set of expressions can be read and "turned into" a process that carries out the instructions represented by the program. This gives the system the ability to compose a potentially infinite set of programs that yield a potentially infinite set of processes for computing results from its possible inputs. 
The advantages of symbolic architectures are: 

1. much of human knowledge is symbolic, so encoding it in a computer is more straight-forward; 

2. how the architecture reasons may be analogous to how humans do, making it easier for humans to understand; 

3. they may be made computationally complete (e.g. Turing Machines). 

A physical symbol system has the necessary and sufficient means for intelligent action." 

Newell and Simon state a physical symbol system "consists of a set of entities, called symbols, which are physical patterns that can occur as components of another type of entity called an expression (or symbol structure). Thus, a symbol structure is composed of a number of instances (or tokens) of symbols related in some physical way (such as one token being next to another). At any instant of time the system will contain a collection of these symbol structures. Besides these structures, the system also contains a collection of processes that operate on expressions to produce other expressions: processes of creation, modification, reproduction and destruction. A physical symbol system is a machine that produces through time an evolving collection of symbol structures. Such a system exists in a world of objects wider than just these symbolic expressions themselves." 

The Physical Symbol System Hypothesis unlike the traditional methods of AI that rely on representational formalisations and search based reasoning methods distinguishes between the knowledge patterns formed and the method used to represent them. By separating the arrangement of symbols and the medium used, knowledge or wisdom must be able to be represented physically. "If intelligence is derived form the patterns the structure of the patterns and symbol system, regardless of the medium that successfully implement the correct patterns and processes with achieve intelligence." 

C.F. Schmidt notes that there are two notions are pivotal to this method of representing knowledge through expressions, symbols, and objects:

"Designation. An expression designates an object if, given the expression, the system can either affect the object itself or behave in ways dependent on the object. ... In either case, access to the object via the expression has been obtained, which is the essence of designation. 
Interpretation. The system can interpret an expression if the expression designates a process and if, given the expression, the system can carry out the process. ...Interpretation implies a special form of dependent action: given an expression the system can perform the indicated process, which is to say, it can evoke and execute its own processes from expressions that designate them." 

Q.5

Compare backward reasoning and forward reasoning strategies in A.I.
Ans.
Backward chaining may be better if you are trying to prove a single fact, given a large set of initial facts, and where, if you used forward chaining, lots of rules would be eligible to fire in any cycle. 
	BACKWARD REASONING STRATEGIES
	FORWARD REASONING STRATEGIES

	Backward reasoning strategy is more efficient if you have some particular goal (to test some hypothesis).
	Forward chaining may be better if you have lots of things you want to prove (or if you just want to find out in general what new facts are true) when you have a small set of initial facts;

	To avoid drawing conclusions from irrelevant facts
	This is suitable if  there tend to be lots of different rules which allow you to draw the same conclusion

	sometimes backward chaining can be very wasteful - there may be many possible ways of trying to prove something, and you may have to try almost all of them before you find one that works
	Forward reasoning takes more time than backward reasoning.

	The operation of reducing a goal to sub-goals can also be viewed in logical terms, as reasoning backwards with an implication, matching the goal with the conclusion of the implication and deriving the conditions of the implication as sub-goals.


	Thinking is a form of forward reasoning, initiated by an observation matching one of the conditions of a condition-action rule. In such a case, the observation is said to trigger the condition-action rule. As in logic, the remaining conditions of the rule are verified and the conclusion is derived. 
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The use of production systems to generate the behaviour of an intelligent agent, as seen in this chapter, can be pictured like this:
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Q.6

Briefly Discuss rule-based representation of knowledge.
Ans.
Contains facts about the world Can be observed directly or derived from a rule Contains temporary knowledge –knowledge about this problem-solving session May be modified by the rules.

Traditionally stored as a <object,

attribute, value> triplet

Examples:

<CAR, COLOR, RED>: “The color

of my car is red”

<TEMPERATURE, OVER, 20>:

“The temperature is over 20 C”
Contains rules, each rule a step in a problem solving process. 

Rules are persistent knowledge about the domain. 

Typically only modified from the outside of the system, e.g. by an expert on the domain.

Change

The syntax is 

IF <conditions> THEN <actions> 

Q.7

Discuss limitations of expert system.
Ans.
Expert systems have no "common sense". They have no understanding of what they are for, nor of what the limits of their applicability are, nor of how their recommendations fit into a larger context. If MYCIN were told that a patient who has received a gunshot wound is bleeding to death, the program would attempt to diagnose a bacterial cause for the patient's symptoms. Expert systems can make absurd errors, such as prescribing an obviously incorrect dosage of a drug for a patient whose weight and age are accidentally swapped by the clerk. One project aimed at improving the technology further is described in the next section.


The knowledge base of an expert system is small and therefore manageable--a few thousand rules at most. Programmers are able to employ simple methods of searching and updating the KB which would not work if the KB were large. Furthermore, micro-world programming involves extensive use of what are called "domain-specific tricks"--dodges and shortcuts that work only because of the circumscribed nature of the program's "world". More general simplifications are also possible. One example concerns the representation of time. Some expert systems get by without acknowledging time at all. In their micro-worlds everything happens in an eternal present. If reference to time is unavoidable, the micro-world programmer includes only such aspects of temporal structure as are essential to the task--for example, that if a is before b and b is before c then a is before c. This rule enables the expert system to merge suitable pairs of before-statements and so extract their implication (e.g. that the patient's rash occurred before the application of penicillin). The system may have no other information at all concerning the relationship "before"--not even that it orders events in time rather than space. 



The problem of how to design a computer program that performs at human levels of competence in the full complexity of the real world remains open.

Q.8

What are ‘heuristics’ in A.I.? Explain.
Ans.
Heuristic is an adjective for experience-based techniques that help in problem solving, learning and discovery. A heuristic method is particularly used to rapidly come to a solution that is hoped to be close to the best possible answer, or 'optimal solution'. Heuristics are "rules of thumb", educated guesses, intuitive judgements or simply common sense. A heuristic is a general way of solving a problem. Heuristics as a noun is another name for heuristic methods.


In more precise terms, heuristics stand for strategies using readily accessible, though loosely applicable, information to control problem solving in human beings and machines.

In computer science, a heuristic is a technique designed to solve a problem that ignores whether the solution can be proven to be correct, but which usually produces a good solution or solves a simpler problem that contains or intersects with the solution of the more complex problem. Some commercial anti-virus scanners use heuristic signatures to look for specific attributes and characteristics for detecting viruses and other forms of malware.
Heuristics are intended to gain computational performance or conceptual simplicity, potentially at the cost of accuracy or precision.
In their Turing Award acceptance speech, Herbert Simon and Allen Newell discuss the Heuristic Search Hypothesis: a physical symbol system will repeatedly generate and modify known symbol structures until the created structure matches the solution structure.
That is, each successive iteration depends upon the step before it, thus the heuristic search learns what avenues to pursue and which ones to disregard by measuring how close the current iteration is to the solution. Therefore, some possibilities will never be generated as they are measured to be less likely to complete the solution.
A heuristic method can accomplish its task by utilizing search trees. However, instead of generating all possible solution branches, a heuristic selects branches more likely to produce outcomes than other branches. It is selective at each decision point; picking branches that are more likely to produce solutions

Pitfalls of heuristics

Heuristic algorithms are often employed because they may be seen to "work" without having been mathematically proven to meet a given set of requirements.
Great care must be given when employing a heuristic algorithm. One common pitfall in implementing a heuristic method to meet a requirement comes when the engineer or designer fails to realize that the current data set does not necessarily represent future system states.
While the existing data can be pored over and an algorithm can be devised to successfully handle the current data, it is imperative to ensure that the heuristic method employed is capable of handling future data sets. This means that the engineer or designer must fully understand the rules that generate the data and develop the algorithm to meet those requirements and not just address the current data sets.
A simple example of how heuristics can fail is to answer the question "What is the next number in this sequence: 1, 2, 4?". One heuristic algorithm might say that the next number is 8 because the numbers are doubling — leading to a sequence like 1, 2, 4, 8, 16, 32... Another, equally valid, heuristic would say that the next number is 7 because each number is being raised by one higher interval than the one before — leading to a series that looks like 1, 2, 4, 7, 11, 16.
Statistical analysis should be conducted when employing heuristics to estimate the probability of incorrect outcomes.
A heuristic is a method that might not always find the best solution but is guaranteed to find a good solution in reasonable time. By sacrificing completeness it increases efficiency. It is particularly useful in solving tough problems which could not be solved any other way and if a complete solution was to be required infinite time would be needed ie far longer than a lifetime. In the case of the weather forecast longer than a day. 
Heuristic Search 

To use heuristics to find a solution in acceptable time rather than a complete solution in infinite time. The next example illustrates the requirement for heuristic search as it needs a very large time to find the exact solution. 
EXAMPLE 

TRAVELLING SALESMAN 

A salesperson has a list of cities to visit and she must visit each city only once. There are distinct routes between the cities. The problem is to find the shortest route between the cities so that the salesperson visits all the cities once. 
Suppose there are N cities then a solution that would work would be to take all N! possible combinations and to find the shortest distance that being the required route. This is not efficient as with N=10 there are 3 628 800 possible routes. This is an example of combinatorial explosion. 

There are better methods for solution , one is called branch and bound. 
Generate all the complete paths and find the distance of the first complete path. If the next path is shorter save it and proceed in this way abandoning any path when its length so far exceeds the shortest path length. Although this is better than the previous method it is still exponential. 
Heuristic Search 

Applying this concept to the travelling salesperson problem. 

1 select a city at random as a start point; 

2 repeat 

3 to select the next city have a list of all the cities to be visited and choose the nearest one to the current city , then go to it; 

4 until all cities visited 

This produces a significant improvement and reduces the time from order N! to N[2]. 
It is also possible to produce a bound on the error in the answer it generates but in general it is not possible to produce such an error bound. 
In real problems the value of a particular solution is trickier to establish, this problem is easier as it is measured in miles, other problems have vaguer measures.
Although heuristics can be created for unstructured knowledge producing cogent analysis is another issue and this means that the solution lacks reliability. 
Rarely is an optimal solution required good approximations usually suffice. 
Although heuristic solutions are bad in the worst case the worst case occurs very infrequently and in the most common cases solutions now exist. Understanding why heuristics appear to work increases our understanding of the problem. 
This method of searching is a genaral method which can be applied to problems of the following type. 
Problem Characteristics. 

1. 
Is the problem decomposable into a set of nearly independent smaller or easier subproblems? 

2. 
Can the solution steps be ignored or at least undone if they prove unwise? 

3. 
Is the problem's universe predictable? 

4. 
Is a good solution to the problem obvious without comparison to all other possible solutions? 

5. 
Is the desired solution a state of the world or a path to a state? 

6. 
Is a large amount of knowledge absolutely required to solve this problem or is knowledge important only to constrain the search? 

7. 
Can a computer that is simply given the problem return the solution or will the solution of the problem require interaction between the computer and a person? 

Q.9

Enumerate 4 equality predicates in LISP.
Ans.
Common Lisp provides a spectrum of predicates for testing for equality of two objects: eq (the most specific), eql, equal, and equalp (the most general). eq and equal have the meanings traditional in Lisp. eql was added because it is frequently needed, and equalp was added primarily in order to have a version of equal that would ignore type differences when comparing numbers and case differences when comparing characters. If two objects satisfy any one of these equality predicates, then they also satisfy all those that are more general. 


[Function]
eq x y 

(eq x y) is true if and only if x and y are the same identical object. (Implementationally, x and y are usually eq if and only if they address the same identical memory location.) 
It should be noted that things that print the same are not necessarily eq to each other. Symbols with the same print name usually are eq to each other because of the use of the intern function. However, numbers with the same value need not be eq, and two similar lists are usually not eq. For example: 
(eq 'a 'b) is false. 

(eq 'a 'a) is true. 

(eq 3 3) might be true or false, depending on the implementation. 

(eq 3 3.0) is false. 

(eq 3.0 3.0) might be true or false, depending on the implementation. 

(eq #c(3 -4) #c(3 -4)) 

  might be true or false, depending on the implementation. 

(eq #c(3 -4.0) #c(3 -4)) is false. 

(eq (cons 'a 'b) (cons 'a 'c)) is false. 

(eq (cons 'a 'b) (cons 'a 'b)) is false. 

(eq '(a . b) '(a . b)) might be true or false. 

(progn (setq x (cons 'a 'b)) (eq x x)) is true. 

(progn (setq x '(a . b)) (eq x x)) is true. 

(eq #\A #\A) might be true or false, depending on the implementation. 

(eq "Foo" "Foo") might be true or false. 

(eq "Foo" (copy-seq "Foo")) is false. 

(eq "FOO" "foo") is false.
In Common Lisp, unlike some other Lisp dialects, the implementation is permitted to make ``copies'' of characters and numbers at any time. (This permission is granted because it allows tremendous performance improvements in many common situations.) The net effect is that Common Lisp makes no guarantee that eq will be true even when both its arguments are ``the same thing'' if that thing is a character or number. For example: 
(let ((x 5)) (eq x x)) might be true or false.
The predicate eql is the same as eq, except that if the arguments are characters or numbers of the same type then their values are compared. Thus eql tells whether two objects are conceptually the same, whereas eq tells whether two objects are implementationally identical. 
Implementation note: eq simply compares the two given pointers, so any kind of object that is represented in an ``immediate'' fashion will indeed have like-valued instances satisfy eq. In some implementations, for example, fixnums and characters happen to ``work.'' However, no program should depend on this, as other implementations of Common Lisp might not use an immediate representation for these data types. 
An additional problem with eq is that the implementation is permitted to ``collapse'' constants (or portions thereof) appearing in code to be compiled if they are equal. An object is considered to be a constant in code to be compiled if it is a self-evaluating form or is contained in a quote form. This is why (eq "Foo" "Foo") might be true or false; in interpreted code it would normally be false, because reading in the form (eq "Foo" "Foo") would construct distinct strings for the two arguments to eq, but the compiler might choose to use the same identical string or two distinct copies as the two arguments in the call to eq. Similarly, (eq '(a . b) '(a . b)) might be true or false, depending on whether the constant conses appearing in the quote forms were collapsed by the compiler. However, (eq (cons 'a 'b) (cons 'a 'b)) is always false, because every distinct call to the cons function necessarily produces a new and distinct cons. 
X3J13 voted in March 1989 (QUOTE-SEMANTICS)   to clarify that eval and compile are not permitted either to copy or to coalesce (``collapse'') constants (see eq) appearing in the code they process; the resulting program behavior must refer to objects that are eql to the corresponding objects in the source code. Only the compile-file/load process is permitted to copy or coalesce constants. 

[Function]
eql x y 

The eql predicate is true if its arguments are eq, or if they are numbers of the same type with the same value, or if they are character objects that represent the same character. For example: 

(eql 'a 'b) is false. 

(eql 'a 'a) is true. 

(eql 3 3) is true. 

(eql 3 3.0) is false. 

(eql 3.0 3.0) is true. 

(eql #c(3 -4) #c(3 -4)) is true. 

(eql #c(3 -4.0) #c(3 -4)) is false. 

(eql (cons 'a 'b) (cons 'a 'c)) is false. 

(eql (cons 'a 'b) (cons 'a 'b)) is false. 

(eql '(a . b) '(a . b)) might be true or false. 

(progn (setq x (cons 'a 'b)) (eql x x)) is true. 

(progn (setq x '(a . b)) (eql x x)) is true. 

(eql #\A #\A) is true. 

(eql "Foo" "Foo") might be true or false. 

(eql "Foo" (copy-seq "Foo")) is false. 

(eql "FOO" "foo") is false.
Normally (eql 1.0s0 1.0d0) would be false, under the assumption that 1.0s0 and 1.0d0 are of distinct data types. However, implementations that do not provide four distinct floating-point formats are permitted to ``collapse'' the four formats into some smaller number of them; in such an implementation (eql 1.0s0 1.0d0) might be true. The predicate = will compare the values of two numbers even if the numbers are of different types. 
If an implementation supports positive and negative zeros as distinct values (as in the IEEE proposed standard floating-point format), then (eql 0.0 -0.0) will be false. Otherwise, when the syntax -0.0 is read it will be interpreted as the value 0.0, and so (eql 0.0 -0.0) will be true. The predicate = differs from eql in that (= 0.0 -0.0) will always be true, because = compares the mathematical values of its operands, whereas eql compares the representational values, so to speak. 
Two complex numbers are considered to be eql if their real parts are eql and their imaginary parts are eql. For example, (eql #C(4 5) #C(4 5)) is true and (eql #C(4 5) #C(4.0 5.0)) is false. Note that while (eql #C(5.0 0.0) 5.0) is false, (eql #C(5 0) 5) is true. In the case of (eql #C(5.0 0.0) 5.0) the two arguments are of different types and so cannot satisfy eql; that's all there is to it. In the case of (eql #C(5 0) 5), however, #C(5 0) is not a complex number but is always automatically reduced by the rule of complex canonicalization to the integer 5, just as the apparent ratio 20/4 is always simplified to 5. 
The case of (eql "Foo" "Foo") is discussed above in the description of eq. While eql compares the values of numbers and characters, it does not compare the contents of strings. To compare the characters of two strings, one should use equal, equalp, string=, or string-equal. 

Compatibility note: The Common Lisp function eql is similar to the Interlisp function eqp. However, eql considers 3 and 3.0 to be different, whereas eqp considers them to be the same; eqp behaves like the Common Lisp = function, not like eql, when both arguments are numbers. 

[Function]
equal x y 

The equal predicate is true if its arguments are structurally similar (isomorphic) objects. A rough rule of thumb is that two objects are equal if and only if their printed representations are the same. 

Numbers and characters are compared as for eql. Symbols are compared as for eq. This method of comparing symbols can violate the rule of thumb for equal and printed representations, but only in the infrequently occurring case of two distinct symbols with the same print name. 
Certain objects that have components are equal if they are of the same type and corresponding components are equal. This test is implemented in a recursive manner and may fail to terminate for circular structures. 
For conses, equal is defined recursively as the two car's being equal and the two cdr's being equal. 

Two arrays are equal only if they are eq, with one exception: strings and bit-vectors are compared element-by-element. If either argument has a fill pointer, the fill pointer limits the number of elements examined by equal. Uppercase and lowercase letters in strings are considered by equal to be distinct. (In contrast, equalp ignores case distinctions in strings.) 

Compatibility note: In Lisp Machine Lisp, equal ignores the difference between uppercase and lowercase letters in strings. This violates the rule of thumb about printed representations, however, which is very useful, especially to novices. It is also inconsistent with the treatment of single characters, which in Lisp Machine Lisp are represented as fixnums. 

Two pathname objects are equal if and only if all the corresponding components (host, device, and so on) are equivalent. (Whether or not uppercase and lowercase letters are considered equivalent in strings appearing in components depends on the file name conventions of the file system.) Pathnames that are equal should be functionally equivalent. 


X3J13 voted in June 1989 (EQUAL-STRUCTURE)   to clarify that equal never recursively descends any structure or data type other than the ones explicitly described above: conses, bit-vectors, strings, and pathnames. Numbers and characters are compared as if by eql, and all other data objects are compared as if by eq. 
(equal 'a 'b) is false. 

(equal 'a 'a) is true. 

(equal 3 3) is true. 

(equal 3 3.0) is false. 

(equal 3.0 3.0) is true. 

(equal #c(3 -4) #c(3 -4)) is true. 

(equal #c(3 -4.0) #c(3 -4)) is false. 

(equal (cons 'a 'b) (cons 'a 'c)) is false. 

(equal (cons 'a 'b) (cons 'a 'b)) is true. 

(equal '(a . b) '(a . b)) is true. 

(progn (setq x (cons 'a 'b)) (equal x x)) is true. 

(progn (setq x '(a . b)) (equal x x)) is true. 

(equal #\A #\A) is true. 

(equal "Foo" "Foo") is true. 

(equal "Foo" (copy-seq "Foo")) is true. 

(equal "FOO" "foo") is false.

To compare a tree of conses using eql (or any other desired predicate) on the leaves, use tree-equal. 


[Function]
equalp x y 

Two objects are equalp if they are equal; if they are characters and satisfy char-equal, which ignores alphabetic case and certain other attributes of characters; if they are numbers and have the same numerical value, even if they are of different types; or if they have components that are all equalp. 
Objects that have components are equalp if they are of the same type and corresponding components are equalp. This test is implemented in a recursive manner and may fail to terminate for circular structures. For conses, equalp is defined recursively as the two car's being equalp and the two cdr's being equalp. 
Two arrays are equalp if and only if they have the same number of dimensions, the dimensions match, and the corresponding components are equalp. The specializations need not match; for example, a string and a general array that happens to contain the same characters will be equalp (though definitely not equal). If either argument has a fill pointer, the fill pointer limits the number of elements examined by equalp. Because equalp performs element-by-element comparisons of strings and ignores the alphabetic case of characters, case distinctions are therefore also ignored when equalp compares strings. 
Two symbols can be equalp only if they are eq, that is, the same identical object. 


X3J13 voted in June 1989 (EQUAL-STRUCTURE)   to specify that equalp compares components of hash tables (see below), and to clarify that otherwise equalp never recursively descends any structure or data type other than the ones explicitly described above: conses, arrays (including bit-vectors and strings), and pathnames. Numbers are compared for numerical equality (see =), characters are compared as if by char-equal, and all other data objects are compared as if by eq. 

Two hash tables are considered the same by equalp if and only if they satisfy a four-part test: 
· They must be of the same kind; that is, equivalent :test arguments were given to make-hash-table when the two hash tables were created. 

· They must have the same number of entries (see hash-table-count). 

· For every entry (key1, value1) in one hash table there must be a corresponding entry (key2, value2) in the other, such that key1 and key2 are considered to be the same by the :test function associated with the hash tables. 

· For every entry (key1, value1) in one hash table and its corresponding entry (key2, value2) in the other, such that key1 and key2 are the same, equalp must be true of value1 and value2. 

The four parts of this test are carried out in the order shown, and if some part of the test fails, equalp returns nil and the other parts of the test are not attempted. 

If equalp must compare two structures and the defstruct definition for one used the :type option and the other did not, then equalp returns nil. 

If equalp must compare two structures and neither defstruct definition used the :type option, then equalp returns t if and only if the structures have the same type (that is, the same defstruct name) and the values of all corresponding slots (slots having the same name) are equalp. 

As part of the X3J13 discussion of this issue the following observations were made. Object equality is not a concept for which there is a uniquely determined correct algorithm. The appropriateness of an equality predicate can be judged only in the context of the needs of some particular program. Although these functions take any type of argument and their names sound very generic, equal and equalp are not appropriate for every application. Any decision to use or not use them should be determined by what they are documented to do rather than by any abstract characterization of their function. If neither equal nor equalp is found to be appropriate in a particular situation, programmers are encouraged to create another operator that is appropriate rather than blame equal or equalp for ``doing the wrong thing.'' 
Note that one consequence of the vote to change the rules of floating-point contagion (CONTAGION-ON-NUMERICAL-COMPARISONS)   is to make equalp a true equivalence relation on numbers. 
(equalp 'a 'b) is false. 

(equalp 'a 'a) is true. 

(equalp 3 3) is true. 

(equalp 3 3.0) is true. 

(equalp 3.0 3.0) is true. 

(equalp #c(3 -4) #c(3 -4)) is true. 

(equalp #c(3 -4.0) #c(3 -4)) is true. 

(equalp (cons 'a 'b) (cons 'a 'c)) is false. 

(equalp (cons 'a 'b) (cons 'a 'b)) is true. 

(equalp '(a . b) '(a . b)) is true. 

(progn (setq x (cons 'a 'b)) (equalp x x)) is true. 

(progn (setq x '(a . b)) (equalp x x)) is true. 

(equalp #\A #\A) is true. 

(equalp "Foo" "Foo") is true. 

(equalp "Foo" (copy-seq "Foo")) is true. 

(equalp "FOO" "foo") is true.

Q.10
Write a LISP program to solve a quadratic equation ax2+bx+c = 0 having real coefficients a, b, c. ? (defun quadratic-roots (a b c)
Ans.
 "Returns the roots of a quadratic equation aX2 + bX + c = 0"

    (let ((discriminant (- (* b b) (* 4 a c))))

      (values (/ (+ (- b) (sqrt discriminant)) (* 2 a))

              (/ (- (- b) (sqrt discriminant)) (* 2 a)))))

QUADRATIC-ROOTS
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